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Abstract

The functional properties of proteins depend upon their 3D struc-
tures, therefore, it is advantageous to deduce the 3D structure of a
protein from its amino acid sequence. This is a difficult task be-
cause there are 20 different amino acids that can be combined into
“many more different proteins than there are atoms in the known
universe” [2].

De novo prediction methods often involve a first step of protein
secondary structure prediction. The focus of this thesis is on the
application of Hidden Markov Models to the prediction of the three
classes of secondary structures: helices, strands and coils. A 3-State
and 21-State model have been constructed to illustrate the potential,
and difficulties these models have in the area of secondary structure
prediction.

1 Introduction

Proteins are the biological molecules that are the building blocks of cells and
organs. A particular category of proteins, known as enzymes, catalyze and
regulate the biochemical processes that are required to keep organisms alive.
Proteins are composed of amino acids that are linked by peptide bonds to
form a polypeptide chain, also referred to as a primary structure. Amino
acids comprising a polypeptide chain are referred to as residues. Common to
all 20 amino acids, is a central carbon atom (C,,), to which an hydrogen atom
(H), an amino group (NHs) and a carboxyl group (COOH) are attached.
A side chain attached to the C, atom distinguishes one amino acid from
another. The genetic code specifies 20 different side chains [2].



Proteins are three-dimensional structures that arise because certain re-
gions of amino acids in linear polypeptide chains, fold to create secondary
structures. There are three types of secondary structures [2]:

1. a-helices: constructed from a continuous region of a polypeptide chain.
An a-helix has 3.6 residues per turn.

2. [(F-sheets: constructed from a combination of several regions of a polypep-
tide chain, known as (-strands. These regions are typically from 5 to
10 residues long, and align adjacent to each other to form a 3-sheet.

3. coils: connect a-helices and [3-sheets. These regions are of various
lengths and irregular shape.

Secondary structure elements then pack into one or several compact domains,
creating a specific 3-D structure. Domains are referred to as tertiary struc-
tures. The final protein may contain several domains, each domain specified
by a single polypeptide chain, arranged into a quaternary structure [2].

The functional properties of proteins depend upon their three-dimensional
structures. Hence, in order to understand the biological function of proteins
it would be beneficial to predict the 3-D structure of a protein from its
amino acid sequence. This is a difficult task because there are 20 different
amino acids that can be combined into “many more different proteins than
there are atoms in the known universe” [2]. In addition, different amino acid
sequences can give rise to proteins with similar structural domains. Essen-
tially, it is not known how a protein’s amino acid sequence determines its
3-D structure. Currently, X-ray crystallography or Nuclear Magnetic Reso-
nance (NMR) Spectroscopy are the only ways to determine a protein’s 3-D
structure. Both of these experimental techniques are costly, time-consuming
and are not even guaranteed to work.

Structure prediction methods can be classified into two categories [12]:

1. comparative modelling: builds a 3-D model for a protein of unknown
structure based on one or more related proteins,

2. de novo prediction: attempts to predict 3-D structure from sequence
alone.

The second point is investigated in this Thesis. De novo prediction methods
often involve a first step of protein secondary structure prediction. The focus
of this dissertation is on predicting the three canonical classes of secondary
structures: a-helices, G-strands and coils.

Hidden Markov Models (HMMs) are employed to predict the three classes
of secondary structure. In chapter one Markov Models are defined. Chapter



two contains a description of HMMs, and the three main problems they are
used to solve. In addition, two HMMs are constructed to predict the three
classes of secondary structure from amino acid sequences. The last chapter
discusses the limitations of the application of HMMs to protein secondary
structure prediction, and extends HMM theory so that it could possibly
overcome these short-comings. The accuracy with which a particular model
predicts protein secondary structure is also examined.

2 Markov Models

A Markov Model is a statistical /probabilistic model for sequences of symbols.
Each state in the model is a reference to a particular symbol in the sequence.
Markov Models generate sequences in which the probability of a symbol
depends on the previous symbol [11].

2.1 Definition of a 1% Order Markov Chain

Let S = {51,52,---,S5,} denote the set of symbols (or alphabet) which
generate the sequences of interest, i.e, for a protein sequence this alphabet
would be composed of 20 amino acids, or for a nucleotide sequence these
symbols would consist of the four nucleotide/DNA bases (A, T, G, C). Define
{@.}220 = {90, q1," -+, qn} to be a sequence of random variables taking values
in S. A sequence of random variables is called a Markov Chain, if for all n > 1
and Jo, J1, ey Jn € S:

P(Qn = ]n|q0 = j07 o, Qn—-1 = jn—l) = P(qn = jn|Qn—1 = jn—l) (211)

If ¢, = j, refers to a future event, then the conditional probability of this

event given the past events (¢o = jo,¢1 = j1," - s Gn—1 = Jn—1) is dependent
only on the most recently abandoned state, ¢, 1 = j,_1, and not upon the
more distant past (g9 = Jo,¢1 = J1," " ,qn-2 = Jn2) [9]. This intrinsic

component of a MC is called the Markov Property.

In general, by applying the multiplication rule P(X,Y) = P(X|Y)P(Y)
many time, the probability of a sequence given any probabilistic model of a
set of sequences can be written as [4]:

P(Q) = P(gn -1, Q1)
= P(qulgn-1, ,01)P(@n-1," ", q1)
P(qn|qn-1,"- @) P(qn-1|gn-2,- -, q1)
= - Plgslaz, 1) P@zla) P(q), (2.1.2)



where @ = (¢n = Jn,Gn-1 = Jn—1,--- , @1 = j1) denotes a sequence of length
n, and Jo, J1, oo, Jn € O.
By the Markov Property the above equation reduces to:

P(Q) = P(qnlgn-1)P(Gnlgn-1) - Plg|q)P(q1)

= P(q) H P(qi|gi—1) (2.1.3)

This is the general equation for the probability of a sequence, assuming the
dependencies of symbols within a sequence can be modelled by a Markov
Chain [4].

Markov Chains can also be of £t order. A sequence of random variables
{g,}2, is called a k' order MC, if for all n > 1 and jo, j1,- -+ ,j0 € S:

P(Qn = jn|qo = j07 q1 = j17 oy Gn—1 = jnfl)
= P(Qn = ]n|Qn—k = jn—ka oty Gn—1 = jn—l)
(2.1.4)

for a positive integer k. Equation (2.1.4) shows that if a process can be
modelled by a k' order MC, then the conditional probability of the event,
In = Jn, glven the past hiStOI‘y, G = Jos@1 = Ji, " sqn-1 = Jn—1, Only
depends on the k-1 past values, i.e., ¢o—k = Jn—k> " sGn-1 = Jn-1 [9)].

Markov Models can be illustrated graphically as a collection of states,
where each state represents a symbol from an alphabet (e.g a nucleotide),
with arrows indicating the acceptable transitions between each state. A
Markov Chain for DNA is depicted in Fig (2.1.1) [4]:

2.2 Definition of transition probabilities:

Let {g,}5%, be a Markov Chain (MC) taking values in a state space S con-
taining J elements. Then ¢, = j can be interpreted as, the MC assuming
state j at discrete time step n. (i.e at position n=3 in a protein sequence the
amino acid present at that position (g,) is equal to 7 € {20 amino acids}.)
Denote the transition probabilities by p;; = P(¢, = j|gn—1 = 1), where n > 1
and i, j € S. p;|; is the probability of the n!" symbol in the sequence being
a j given the previous symbol in the sequence ¢, 1 is an i. These condi-
tional probabilities do not vary with n, which is an important (if unrealistic)
assumption. As a result they are known as stationary one step transition
probabilities [9].
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Figure 2.1.1: A state is present for each of the four letters A, C, T and G
in the DNA alphabet. Associated with each arrow in the above diagram is
a probability called the transition state probability. This is the probability

of a particular residue following another residue, or of one state following
another state [4].

Rl

'

Transition probabilities are displayed in a J x J matrix, called the tran-
sition matrix :

Pip P2p - Pap

P12 P22 - PJ2
P=pu)=| ~ '

bvys P2y 0 Py

The i*" row of P contains the conditional probability distribution of g,
given that ¢,_; = i. Consequently the following properties must hold: p;; >
0 and Z;.Izl pjii = 1, where i and j equal the number of rows and columns in
the matrix respectively. A matrix with the above properties is also referred
to as a Stochastic Matrix [9].

2.3 Modelling the start and end of a Markov Process

To fully define a Markov Process the probability of starting in a particular
state P(g; = j) must be given, as well as, the transition probabilities. The
initial probabilities may not sum to one, causing equation (2.1.3) to become
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inhomogeneous. To avoid the inhomogeneity of equation (2.1.3), an extra
begin state can be added to the model. Adding a begin state creates a
conditional distribution, i.e, m; = P(¢1 = j) = P(¢1 = jlgo = B), which
sums to one. B denotes the begin state and is added to the alphabet or state
space S, and j € S [4].

To ensure the end of a sequence is modelled, a symbol E is added to the
end of the sequence. The probability of a sequence ending with residue t is
P(¢ns1 = Elg, = t) = pg);. Normally the end of a sequence is not modelled,
allowing the MC to end in any state. The reason for adding an explicit end
state is to create a model that can define a probability distribution over all
possible sequences of any length. It is not necessary to explicitly add any
letters to the alphabet. Instead the two new states can be treated as “silent”
states, whose only purpose is to model the start and end points of a sequence.
A MC for DNA that models the start and end of a sequence is displayed in
Fig (2.3.1):

Figure 2.3.1: Shown is a State Transition digram for a MC modelling DNA,
with begin and end states added [4].

Example 1 A weather model !. Let ¢, denote the weather on day n, with

1 if it sunny on day n,
¢, = R 2 if it cloudy on day n,
3 if it rains on day n.

!These examples were obtained from [1]



By the Markov Property, the chance ¢, = i, i € {1,2,3}, depends on the
previous day’s weather condition only, i.e., ¢,_1 = j, j € {1,2,3}.

Tomorrow'sWeather

Sun Cloud Rain
Today's "™ 0.5 0375 0.125
Weather Cloud 0.25 0.125 0.375
Rain 0.25 0.375 0.375

The first entry in the transition matrix is interpreted as: if it is sunny
today, then there is a probability of 0.5 that it will be sunny tomorrow. To
initialise the system, the state of the weather on the day after creation needs
to be known. In other words, the initial probability vector, m, needs to be
specified:

Sun Cloud rain
(1.0 0.0 0.0)

i.e., it was sunny on day one.

The above MC can be used to answer the following questions:

Question 1: Given the weather on day 1 is sunny, what is the probability
that the weather for the next 7-days will be “sun-sun-rain-rain-sun-cloudy-
sun”?

Answer:

P(O|Model) = Plgn=1,00=1,03=1,q4=3,95=3,96 = 1,q7 = 2,qs = 1| Model)
P(L)P(11)P(1[1)P(3[1)P(3[3)P(1[3)P(2[1)P(1]2)

T =P - P - P3jn - P3j3 - P13 - P2j1 - P12

= 1-(0.5)(0.5)(0.125)(0.375)(0.25)(0.375)(0.25)

= 2.75%x 107"

Question 2: Given that the model is in a known state, what is the prob-
ability that it stays in that state for exactly d days?

Answer: This probability is equivalent to the probability of the following
observation sequence:

O = {Sw Si7 Si7 ) Si7 S]#Sl}7
d d+1

given the model, which is

P(O|Model, ¢ = S;) = (pi\i)d_l(l — piti) = pi(d) (2.3.1)



pi(d) is the geometric distribution. Based on p;(d), the expected duration in
a state, conditioned on starting in a certain state, can be readily calculated
as:

(2.3.2)

For the weather process defined in question 1, the expected number of con-
secutive days of sunny weather would be 1\(0.5) = 2; for cloudy it is 1.14;
for rain it is 1.6.

Summary

A Markov Model is completely defined by:

e a vector containing the probabilities P(qy = j), j € S, of starting in a
particular state

e a transition matrix, containing the probabilities of all valid transitions
to a state given the previous state in the sequence, pj;.

3 Hidden Markov Models

In a Markovian sequence, the character appearing at position t in the se-
quence, only depends on the preceding character at position ¢ — 1. Hence,
a MC is fully defined by the transition matrix. In a Hidden Markov model
(HMM), the transition matrix dictates what hidden state generated the ob-
servation at time t. Hidden Markov Models are, therefore, particularly useful
at representing sequences composed of unlike regions [10].

A protein’s polypeptide chain can be categorised into three secondary
structure classes: a-helix, #-sheet and coil. The residues comprising a protein
sequence, have a strong influence over which regions of the polypeptide chain
form secondary structures. For example, amino acids located in the interior
of globular proteins have almost exclusively hydrophobic side chains, and
certain amino acids have a weak but definite preference either for or against
a-helices [2].

HMMs can be used in conjunction with specific algorithms, like the
Viterbi and forwards-backwards algorithms, to uncover the hidden process,
which most likely generated the observed sequence. In the case of protein



sequences, the hidden process to be recovered is the secondary structure of
the protein, and the observed process is the amino acid sequence. HMMs are
used to model such processes, where there is an underlying hidden Markov
process changing over time, and a set of observable states, which are somehow
related to the hidden states [19].

To introduce the concept of an Hidden Markov Model (HMM), consider
the three state HMM illustrated in Fig (3.0.2).

AVFPMILDEKRSTYHCNQWG

HELIX SHEET COIL

Figure 3.0.2: 3-State HMM of a Protein’s secondary structure. The hidden
states are modelled by a first order Markov Process. Arrows linking the
hidden and observable states represent the probability of seeing a certain
amino acid (observed state), given that the Markov Chain is in a particular
hidden state

It is assumed that the residues within a polypeptide sequence can be cate-
gorised into three secondary structures: a-helix, 3-sheet and coil. Associated
with each secondary structure are the 20 distinct amino acids.

3.1 Elements of an Hidden Markov Model
An hidden Markov Model is Characterised by the following 2:

1. It is necessary to specify the number of hidden states, N, in the model.
Typically a physical property is assigned to each state or collection of

2The material presented in section (3.1) is based on [11]
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states, allowing possible interconnections between states to be specified,
and the underlying Markov Process that generates the sequence to
be defined. Notice in Fig (3.0.2), each hidden state corresponds to
a particular secondary structure, and interconnections between states
are represented by arrows. Denote the individual hidden states by
S ={51,5, -+ ,Sn}, and the state of the model at time step n as g,.

. M, the number of distinct observation symbols associated with each
state. The observation symbols are the physical output of the system
being modelled. In Fig (3.0.2), the observation symbols are the 20
amino acids emitted by each of the 3 hidden states in the model. Denote
the observation symbols by V' = {vy,vq,- -+ ,up}.

. State transition matrix:
A= {pi;}
where
pilj = P(gni1 = ilgn = 7), 1 <i,j < N.

This matrix contains the probabilities of all transitions between hid-
den states, thus characterising the Hidden Markov Process. Transi-
tions/interconnections between hidden states in Fig (3.0.2) are depicted
by arrows.

. Observation symbol probability distribution or Emission distribution:
E = {e;(k)}
where
ej(k)=P(Vyatnlg, =95;); 1<j<N, 1<k<M

is the probability of observing a symbol V, at time step n, given the
model is in state S, at time step n.

. The initial state distribution:
= {m}

where
=Pl =295;),1<j<N

is the probability of the process starting in state 5.
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Each probability defined in points 3 and 4 is time independent, meaning
that these matrices do not change as the system progresses in time. This
assumption might not be unrealistic for protein secondary structure, as an
a-helix is in an a-helix regardless of its exact position in the sequence. The
assumption of time/position independence might not be appropriate at the
ends of secondary structures.

Given the values of N, M, A, E and m, an observation sequence can be
generated from an HMM as follows:

1. Select an initial state, ¢; = S;, according to the initial state distribu-
tion, .

2. Emit an observation from the selected state, according to the emission
probability distribution, E, for that state.

3. Transit to a new state, go = S;, chosen according to the transition
probabilities associated with the state at the previous time step, i.e.,

psiis; = Plga = Silqy = 55).
4. continue steps 2 and 3 until the end of the sequence is reached.

As well as generating an observation sequence, the above steps can be
used to investigate how a particular observation sequence is constructed, by
a specific HMM.

In summary, an Hidden Markov Model is fully defined by the three proba-
bility measures A, E and 7. Let A = (A, E, 7) denote the complete parameter
set for the model.

4 Construction of an Hidden Markov Model

In order to construct an Hidden Markov Model (HMM), the model parame-
ters, A, need to be estimated from a set of observation sequences (Section
4.3). This requires the likelihood of an HMM to be defined (Section 4.1).
Once the parameters of an HMM have been estimated, then the model can
be used to recover the most likely sequence of hidden states from an observa-
tion sequence (Section 4.4). This is the main objective of protein secondary
structure prediction; to use the model to recover from a protein’s amino
acid sequence, what regions of the amino acid sequence fold into secondary
structures.

11



4.1 Calculating the likelihood of an HMM

The likelihood of an HMM is defined to be the probability of an observa-
tion sequence, O = 010, --- Op given the model, i.e., P(O|\). Determining
the Maximum Likelihood Estimates of an HMM'’s parameters, requires the
likelihood to be calculated. Maximum Likelihood Estimation is discussed in
section (4.3). The likelihood can also be used to select from a number of
competing HMMs, the HMM which best describes a given observation se-
quence. For example, in the area of speech recognition a large number of
HMMs are constructed, each modelling a certain word. An observation se-
quence is formed from a spoken word, and the word is identified by finding
the HMM that most likely produced the observation sequence.

Direct evaluation of the likelihood is computationally expensive. This is
because many state paths can give rise to the same observation sequence, O.

HELIX HELIX HELIX
HIDDEN
STATES SHEET SHEET SHEET
COIL COIL COIL
OBSERVED
STATES A c G

Figure 4.1.1: Shows a trellis that depicts all the possible hidden state paths
that could have generated the observation sequence ACG. Each column in
the trellis contains the hidden states, and each state in one column is linked
to each state in the neighbouring column. Every link represents a state
transition, and has a probability provided by the state transition matrix.
Beneath each column, is the observed amino acid for that position in the
sequence. The probability of an observation given any one of the states
above it, is supplied by the emission probability matrix. [11]

Consider one such fixed state sequence

Q=qg" - qr,
where ¢; is the initial state [11]. The probability of the observation sequence,
O, for the above state sequence, Q, is:

T

P0IQ,\) =[] P(Orlar A) (4.1.1)

t=1
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In equation (4.1.1), it has been assumed that the observations are indepen-
dent of each other after conditioning on a state [11].
Accordingly,

P<O|Qv >‘) =€q (Ol)efh(OQ) U €QT(OT)' (4'1'2)
The probability of the fixed state sequence, Q, can be written as:

P(Q|/\) = Tq1Pqga|q1Pgslqz " " Parler—1- (4'1'3)

Now, the joint probability of O and Q (i.e. the probability of the observa-
tion sequence, O, and the state sequence, Q, occurring together) is just the
product of equations (4.1.2) and (4.1.3) [11]:

P(0,Q,7)
P(X)
P(O]Q, N P(Q,A)
P(X)
= P(O|Q,N)P(QI\) (4.1.4)

P(O,Q))

Summing equation (4.1.4), over all possible state sequences, Q, gives the
probability of the observation sequence O [11]:

POIN) = Y P(O|Q,\)P(Q|N)
all@

- Z Tq1€4,(O1)Pgslg1 €42 (O2) - - -

919241

p(IT|‘IT71€QT(OT) (4.1.5)

The calculation of equation (4.1.5) involves in the order of 2T.N7T calcu-
lations, where T denotes the length of the observation sequence. The number
of possible state paths, grows exponentially with the length of the sequence,
as can be seen in Fig (4.1.1). This is because at every position in the amino
acid sequence each one of the possible three hidden states can be reached.
Thus, the number of possible state paths that could have produced the ob-
servation sequence is 37. Consequently, evaluation of equation (4.1.5), by
enumerating all possible paths is computationally costly. Especially when
the underlying MM is large, or the observation sequence is long or both.
Fortunately, there exists a dynamic programming procedure, known as the
Forward algorithm, by which equation (4.1.5) can be calculated efficiently.
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4.2 Forwards Algorithm

The Forwards Algorithm employs recursion to reduce the number of calcula-

tions required to compute the likelihood of an HMM. The likelihood can be

calculated recursively because of a) the Markov Property and b) the assump-

tion that the observations are independent after conditioning on a state.
Consider the forward variable, f;(i), defined by the following,

fi(i) = P(O102 - - - Oy, qp = Si|A)

i.e., the joint probability of the sequence up to and including observation
Oy, at time t, and state S;, emitting observation, O;, at time t, given the
model, A. In the trellis diagram, Fig (4.1.1), the forward variable is just the
probability of reaching an intermediate state in the trellis, which is calculated
from the sum of all possible paths to that state. For example, the probability
of an helix at position t in the sequence is calculated from the paths shown
in Fig (4.2.1).

HELIX HELIX HELIX
SHEET SHEET SHEET
COIL COIL CoIL
A C G

t-2 t-1 {

Figure 4.2.1: All possible paths to a helix at position t in the amino acid
sequence [19].

The partial probabilities fi(i) can be solved recursively, by the Forwards
algorithm as follows [11]:

1. Initialisation:
fi(i) = miei(O1)
2. Recursion:

N

frra(y) = [Z ft(i)lei] €;j(Op1); 1<t<T—-1,1<j<N

=1
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3. Termination:

P(O[X) = ZfT

Step 1: Calculating f’s at time t = 1.

At t = 1, there are no paths to any of the states. Initialisation of the Forward
algorithm, is just the joint probability of state, .S;, and the initial observation
O;, by definition of f [11].

Step 2: Calculating f’s at time, ¢ > 1.

The whole crux of the forward calculation is the recursive step. The follow-
ing shows how the f;(i) can be expressed as a function of f;(i)s 3. Note
for convenience and to save space, the j;s and o;s have been dropped from
the equations below, i.e, (Oy = 0g, -+ ,0; = 01,q0 = Jo, @ = Ji) =
(TN Al

ft+1(j) = P(OOf“ aOt+1>Qt+1)
N

- ZP(OO7“' , Or41, @1, Gr1)
N

= ZP Oo, -+ Ol ge1) P(1: i)
i=1

= Z (@6, @r+1)P(Op, - -+, Ot|qt) P(Ops1|qe41)

(4.2.1)

The last equality in equation (4.2.1) is proved below:
Proposition: For all integers n =0,--- ,N —1

P(OOJ e 7ON’qn7 qn+1) = P(OO7 e 7On|qn>P(On+17 e 7ON|qn+1> (422)

Proof: Write the LHS of equation (4.2.2) as

q q 1 ZZP 007 ,ON,Q(),"' yQns Qn41, n+2, * *° ;QN) (423)
ny Yn+

3The proof of the forward algorithm was obtained from [9]
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where A = {jo, -+ ,Jn_1} and B = {jn12, -+ ,jn}. Then,

P(Oo, L ONYQos  Gns Gt G2, " aC_IN)
= P(Oy, - - 7O]\,’q(l\f))p(q(N))

where q(N) = (QO7 e 7q1\/)
By equation (4.1.1), P(Og, -+ ,On|q"™)) can be factorised as:

P(Oy, - - - ,ON]q(N))P(q(N))

~ 1 7(©la)Pla™)

n

=P [[ P©ila) T] P(Oila)

=0 i=n+1

= P<OO> e 7On‘q(n))P(On+la e >ONIQn+17 T 7QN)P(Q(N))

By conditional probability:
P(q(N))p(OO’ .. ,On|q(”))
= P(q(n)>P(OO> e 7On‘q(n))P(Qn+1a e 7QN‘q(n))

Inserting these equations into the above double sum gives:
ZZP(O(L 041, Q1) = 51+ Sy
A B

where

S = ZP(q(n))P(Om“' ,Onlg™)
A
and

Sy = ZP(OTH-I;"' ONl@ngrs - an) P(gngr, - aQqu(n)>-
B

By the Markov property:

P(On-‘rla"' 7ON|qn+17"' ,QN)P(qn-H,"' 7qN|q(n)>
:P(On-‘rlﬂ”' 7ON7qn+17"' ,QN)P(an,-l,"' ’quqn)
P(Qn-i-la"' 7qN)
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where
P(Q’n-‘rl)"' an|qn) o P(QTMQTH-M'” 7qN)

P(gns1s-oan)  P(@)P(gns1, -+ an)
Again, by use of the Markov Property, the above equation becomes:

P(Gns1,--+ ,qn)
P(q")P(¢n+1, -+ 5 an)

P(g.) TS Plasla)
P( ") P(qny1) ;\inil P(qi1|a)
_ Pgni1lgn)

a P(Qn+1)

The above equation is independent of ) .
Hence,

ZP<OH+17'” 7ON|Qn+17”' 7QN>P<Qn+17”' 7QN’q(n))
B

— P(Qn+1|Qn)
P(Qn+1) 5

P(Qn+1|Qn)
= ———POpi1,--,0n, ¢
Pgnsr) (On1 N+ Gnt1)

P(OnJrlJ"' 7ON7qn+17”' 7QN)

which is independent of > ,.

Thus,
P(Qn+1|Qn)P(ON+1aQn+1)
Sy S, = n P(¢"™P(Og, -+ ,0,|¢™
5, B PO O
where 07]7,V+1 = (On-‘rl’ ) ON7 Q’n-l-l)-

Then summing over A produces the following

—ZPOO, e n7q0aq1a"'7qn)

= P(OO7 7On7qn)-

17



In summary, the LHS of equation (4.2.3) becomes:

1 P(QnJrl ‘Qn)

—POa"'aO’ru n POTL 7"'70 s Un
P(Qn7Qn+1) ( ‘ q) P(Qn—H) ( = N q+1)

Since
1 Pgni|gn) 1

P(QnaQn-H) P(Qn—i—l) P(qn)P(Qn—H)
the LHS of equation (4.2.3) can be written as:

P(O()?'” JO'nJQn) . P(On+17”' 7ON7Qn+1)
P(Qn) P(Qn+1)

which is equal to the RHS of equation (4.2.3).

P(O()a"' ,ON,Q(],"' y Qny Gn4-15 Gn42, * 7qN)
= P(O()?"' 7ON|q(N))P(On+17"' 7ON|qn+17"' aQN)P(q(N))

Now, returning to equation (4.2.1) and re-writing it in terms of the tran-
sition and emission probability notation produces:

WE

P(QthH)P(Oo,“' 7Ot’%)P(Ot+1\Qt+1)

1

N
= Z P(OO, e 7Ot7 qt)pﬂjej(otJrl)
i=1

<.
Il

Hence, by definition of the forward variable:

N

ft+1(j) = ZP(OOa“' aOtaQt>pi|jej<0t+1)
= [fi(h)pis] ej(0e11)

This completes the derivation of the forward algorithm.
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Figure 4.2.2: Each trellis shows all 9 possible paths to a specific hidden state,
at the last position in the sequence. All together there are 27 underlying state
paths. Each path could have generated the observation sequence, ACG.
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Step 3: Termination

The N partial probabilities, calculated at the last time step T, are the joint
probabilities of all possible paths to those states, and the entire observation
sequence O = (0105 ---Op. This calculation is further illustrated in Fig
(4.2.2).

Summing these final probabilities, is equivalent to determining the mar-
ginal probability of the observation sequence, O, after summing over all state
paths.

Calculating f;(i), for 1 <t < T and 1 < j < N, involves in the order of
N2T calculations, rather than 27.N7, as required by the direct calculation.
Precisely, N(N+1)(7'+1)+ N multiplications and N (N —1)(T'—1) additions
are needed. Hence, making the number of calculations required to calculate
equation (4.1.5) linear in T, as opposed to the direct evaluation of equation
(4.1.5), which is exponential in T [11].

The Viterbi Algorithm described in Section (4.4), recovers the most likely
hidden state path from an observation sequence by finding the state path that
maximises the Forwards variable.

Summary

The forward algorithm makes the calculation of P(O|\) straight forward, by
exploiting the independence of observations after conditioning on a state,
and the Markov Property. These two properties allow the likelihood of an
HMM to be calculated recursively. Consequently, any need for the exhaustive
calculation of all possible state paths is avoided.

Backwards Algorithm

The Backwards algorithm is analogous to the forward algorithm, but instead
it is calculated via a backwards recursion, which starts at the end of the
sequence.

Define the Backwards variable, b,(i), as follows:

bt(i) = P(Ot+10t+2 e 'OT|Qt =5, /\)

i.e., the probability of the partial observation sequence from t 4+ 1 to the
end of the sequence, given state S; at time t, and the model A [11]. In a
procedure similar to the forward algorithm, the backwards variable can be
solved recursively [11]:

1. Initialisation:
br(i)=1, 1<i<N
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2. Recursion:
N
br(i) =Y pyiej(Op)bia(§); t=T—1,T =2, 1, 1<j <
=1

3. Termination:

PO =" bi()

Step 3: Termination

This step is rarely needed because the forward algorithm is typically used to
find P(O|X). Although the Backwards algorithm is not required to calculate
the likelihood | it is essential for estimating the parameters of an HMM [11].

Step 1: Calculation of V’s at t =T

Initialisation of the backwards algorithm involves arbitrarily assigning by (1)
to be 1 for all i [11].

Step 2: Calculation of b’s for ¢t < T

Fig (4.2.3) illustrates the recursive step of the backwards algorithm.

P 21

S S2

i slw

f t+1
by(i) bie1(j)

Figure 4.2.3: Shown are all the paths from state S;, at time t, to
the N states, at time ¢ + 1. It is also indicated that b:(i) only de-
pends of {by11(1),b:41(2), -+ , b1 (IN)} and the state transitions {p;;,i =
1,---,N}. [11]

The Backwards variable is typically used in conjunction with the Forwards
variable to calculate:
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1. The marginal probability of ¢, = ¢ given the observation sequence O,
i.e., the probability that the observation O; was emitted by state i,
given the observation sequence. This marginal probability is discussed
further in section (4.4)

2. Estimates of the transition probabilities that locally maximise the like-
lihood. This is a step in the Baum-Welch algorithm , which is presented
in Section (4.3).

The coupling of the Forwards and Backwards algorithms is complemen-
tary. This is illustrated in Fig (4.2.4). The Forwards Algorithm is used to
calculate the probability of reaching an intermediate state at position t in
the trellis, and emitting the observation sequence up until observation, O;.
The Backwards algorithm is then used to complete the calculations. It is
used to calculate the probability of reaching the last position in the trellis,
from an intermediate state in the trellis, and emitting the remainder of the
observation sequence. Essentially, the conjoining of these algorithms allows
the probability of specific collections of hidden states, given the observation
sequence, to be computed, i.e., P(¢ = i|O,\) or P(¢; = i,q = j|O, \) or
P =1i,q. = j,q = k|O, \) etc...

T« t T+1

Figure 4.2.4: Trellis Diagram displaying how the Backwards variable com-
plements the Forwards variable. This Trellis illustrates how the marginal
probability ¢;(i) given the observation sequence O is calculated. The For-
wards variable calculates the probability of reaching S;, at time t, in the
trellis and emitting the partial observation sequence --- AG---. The Back-
wards variable is then used to calculate the probability of reaching the end
of the trellis from state S;, at time t, and emitting the partial observation
sequence C'---. Combining the two variables results in the marginal proba-
bility of state S;, at time t, given the observation sequence.

4.3 Parameter estimation for HMMs

Calculating the Likelihood of an HMM, and the recovery of an hidden state
sequence from an observation sequence both depend upon the HMM parame-
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ters A = (A, B, m), i.e., transition matrix (A), observation/emission matrix
(E) and initial probability vector (7).
Complete specification of an HMM involves two parts:

1. Listing the hidden states and how they are related
2. Estimation of the model parameters, \

Parameter estimation is performed on a set of example sequences, known
as training sequences. These sequences are denoted by O!,---  O", and are
assumed to be independent. Consequently, the joint probability of all the
sequences in the set, given the parameter estimates, is just the product of
the probability of each individual sequence [4]:

IOV, ,0™\) = InP(O',---,0"|\)

= i In P(O7|\) (4.3.1)

4.3.1 Maximum Likelihood estimation when the hidden state se-
quence is known.

It is easier to estimate all the model parameters when all hidden state paths
are known for all training sequences. For example, consider the 3 state HMM
described in Fig (3.0.2).

If all underlying state paths are known, then parameter estimation just
involves counting the number of times a sequence begins in a certain state, or
a particular transition or emission is seen in the set of training sequences [4].
Denote these counts by N;, Py, and Ej(b) respectively. The Maximum Like-
lihood estimates for m;, py, and ex(b) are then given by

[}
N;
S 4.3.2
= (4.3.2)
* P
R 1|k
- 4.3.3
Pujk Zzl Pl% ( )
* E(b
ex(b) (%) (4.3.4)
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Below is a proof showing that the above equations are indeed the MLEs
of A =(A, E, m). The Proof is based on [6].

Let {O} denote a set of state labelled observation sequences. Define A
=(A, E, m) to be the set of model parameters. The Maximum likelihood
estimate of A, is the value of A that makes the probability of the observed
data, {O}, greatest:

~

A = arg m}z\m[P({O}M)].
The log-likelihood of this data is:

In P({O}\) = Z In P(O7|\)

= > ) P07, qN)

Jj=1 qeQ
n T T
— Z Z[lano + Z In pgjg, + Z Ine,, (0))]
j=1 q€Q t=1 t=1
T n T
= n Z In Tao +n Z Z lnpqﬂqt—l Z Z Z In €qy (Og>
qeqQ qeQ t=1 j=1 qeqQ t=1

(4.3.5)

In equation (4.3.5), the parameters to be maximized are independently
split into three terms:

l.=n Z In 7, (4.3.6)

q€Q
T
la=n Z Z In pg, 1., (4.3.7)
qeqQ t=1
n T '
lp = Z Z Z Ine,(O]) (4.3.8)
j=1 qeQ t=1

Therefore, each term can be maximized individually, which will be performed
below.

Initial Probability Vector, 7

Let N; be the number of times state i begins a state labelled sequence in the
dataset. The terms in equation (4.3.6) can be re-grouped as:
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l. = nZlano

q€Q

= n) Ninm (4.3.9)
=1

A Lagrange Multiplier can be constructed for maximising [, with the
following constraint Zf;l m =1

n N
Lﬂ- = TLZNZ'IH’]U - (Zﬂ'l - 1)
i=1 i=1
Set the partial derivatives of L, to zero:

8L7r _TLNZ

0 Uy YUy

— 7 =0 (4.3.10)

Solve equation (4.3.10) for ;:

T =

Y
Use the constraint Zfil m; = 1, to find v:
m+mt-+ay = 1
n

v = n

Hence, the Maximum Likelihood Estimate (MLE) of m; is:

Ur

n? n
4.3.2 FEmission Probabilities

Let Ex(b) be the number of times character b is observed in state k for all of
the sequences in the dataset. The terms in equation (4.3.8) can be re-grouped
as:

n T
o = D> > Ine,(0)
Jj=1 ¢qeQ t=1
N

= > ) Ex(b)Inex(b)

k=1

25



The first sum is over all characters b € {vq,--- ,vp}.
A Lagrange Multiplier for maximising /g is constructed using the con-
straint, >, ex(b) = 1:

Le=>Y Y Ex(b)ney(b) = > (Z en(b) — 1>

k=1
Set the partial derivatives to zero:

oLz Epb)
5ot~ aln) " 0 (4.3.11)

Solve equation(4.3.11) for eg(b):

Use the constraint ), e,(b) = 1 to find ~;:

ek(vl) + ek(’l)z) +---+ ek(UM) =1

—(By(on) + Bylo) -+ Befoar)) = 1
Tk
Y=Y Ex(t)

where v/ € {vy, -+ ,up}.
Thus, the MLE of ¢, is:

v Ex(D)
)= B )

State Transition Probabilities

Let Py; be the number of transitions from state j to k in the dataset. The
terms in equation (4.3.7) can be re-grouped as:

T
ZA = n Z Z hlp(]t\(h—l

qeqQ t=1

n N
= n Z Z BriInpgg,

j=1 k=1
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A Lagrange Multiplier for maximising /4 can be constructed using the
constraint, » -, py; = 1:

N N N
La= ”ZZP’W In py); — Z%‘ <k2pkj — 1)
=1

j=1 k=1 j

Set the partial derivatives to zero:

aLA n- Pk‘j
- =0 4.3.12
Opwg Py (4:312)
Solve equation (4.3.12) for py;:
n- Pk‘]

Pkl =
|7 v

Use the constraint ), pr; = 1, to find 7:
puj+pay e =1

n
;(Plu + Pyj+ -+ Pyj) =1

J
%=1y Py
k/

Thus, the MLE of py; is:

Prlj =

MLEs are susceptible to overfitting if there are insufficient data, i.e.,
if a state never occurs in the set of training sequences, then the estimation
equations are undefined for that state. Both the numerator and denominator
in equations (4.3.2), (4.3.3) and (4.3.4) will be zero. This problem can be
avoided by adding predetermined pseudocounts to Py, and Ej(b) [4].

4.3.3 Maximum Likelihood Estimation when the hidden state se-
quence is unknown

The Baum-Welch algorithm is used to estimate the matrices, A and E, when
they are not empirically measurable [4]. This often happens in real world
applications. For example, the 21 state HMM presented Section (5).
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Baum-Welch Algorithm

The Baum-Welch algorithm is analogous to the Expectation-Maximisation
algorithm, and chooses A = (A, E, ) so that the likelihood is locally max-
imised. In order to describe the procedure for the estimation of HMM para-
meters, when the hidden state sequence is unknown, the following definitions
are required:

1. Let
n(i) = PO, =il0,A)
- fo@)bt.(l) » (4.3.13)
Zj:1ft(])bt<J)

which is the probability of being in state i at time t for observation
sequences O.

2. Define
i1, 5) = P(Qr = 4, Qi1 = jlO,7) (4.3.14)
which is the probability of being in state i at time t, and being in state
j at time t 4+ 1 [11].

\"‘:i SJ/
/ P bi{01) \
fili) b))

t-1 t t+1 o s

Figure 4.3.1: Illustrates the computation of the joint probability of being in
state 1 at time t, and state j at time ¢ + 1 [11].

By definition of the forwards and backwards variables, &;;(t), can be ex-
panded as [11]:

P(Qi=1,Qi1 = j,0|N)
P(O[X)

P(Q;=1,Qi1 = j,0|\)
S YL P(Qr =14, Quir = j,01N)
ft(i)pjliej(0t+1)bt +1(5)

Zﬁil Zfil fe(i)pjie;(Opa)bt + 1(5)

Summing, v;(7) and &4, j) across time, results in the expressions:

&, J)
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e >°7 . (i), which is the expected number of times in state i, and there-
fore, is the expected number of transitions away from state i, for a given
observation sequence O [11].

e Similarly, ZtT:_ll &(1, ) is the expected number of transitions from state
i to state j for O. The above equations result from the fact that

> i) =D E[L(i)] = E)) L)
and ,
Z ZE [1:(7, )] th i,7)]

where I;(7) is an indicator variable that is 1 when the process is in state
i at time t, and [;(4,7) is an indicator variable that is one when the
process moves form state i to state j after time t.

The reestimation equations employed by the Baum-Welch algorithm for
HMM parameter estimation, will be derived below. The following derivation
is based on [11].

The Baum-Welch algorithm finds the model that maximises the log-
likelihood:

InP(O|A) =) InP(O,q|))
q€Q
The state path that generated O is unknown, or equivalently, can be consid-
ered as missing data. Using P(O, q|\) = P(q|O,\)P(O|q) the log-likelihood

can be written as:
In P(O|A) =1n P(O, q|\) — In P(q|O, \).

where Q is the state space of all state sequences of length T.

Let A" be an initial (previous, guessed, etc.) estimate of the parameters.
Note that the unprimed parameters are being optimised.

Multiply the above expression by P(¢|O, \’) and sum over q:

In P(O[A) Y P(qlO, ) =) P(q|O, X)In P(O, q|\)
—Y " P(q|O,N)In P(q|O, \)

q
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Let QA X') =32, P(q|O, N)In P(O, g|).
Given a particular state sequence ¢, P(O, g|)) is given by equation (4.1.4):

T
P(0,qlA) = g, | [ Patacr€4:(O0).

The above expression is then inserted into the Q function:

QU N) = 3 I, P(O,gIN)+Y (Z 10 py i ) P(O,gN)+Y° (Z 1neqt<ot>) P(0,qN)

qeqQ q€eQ q€Q

(4.3.15)
Since the parameters to be optimised are independently separated into the
three terms in the above sum, each term can be maximised individually. The
reestimation formula for A can be derived by directly maximising Q.

4.3.4 Reestimation formula for the initial probabilities, 7

The first term in equation (4.3.15) can be re-written as:

N
Y Inm, P(O,qlN) =) InmP(O, g0 = i) (4.3.16)

q€Q i=1

This is because at time ¢t = 0 all states are considered, and weighted by the
corresponding probability of the observation sequence. A Lagrange Multi-
plier is constructed, using the constraint Zi:l m; = 1, to maximise equation
(4.3.16):

L. —Zlnm (0,q0 = 1|N) — (Zm—l) (4.3.17)

Set the derivatives of L7 to zero:

oL 1
T = P(O,qp = i|N) - — —
G = PO.m=ilN) — =1

Solve for m;:
P(ano = 7’|A/>

gl
Use the constraint S~ 7 = 1, to find ~:

1 !/ !
;[p(oﬂo:1|)\)+"'+P(O>(J0=1|)\)]:1
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N
y=3Y_ P(0.q =iX) = P(O[X)
=1

Thus,

o P(O,qy =1i|XN)

Z P(O|X)
_ P(O,q0=1,X)
P(O|N)P(X)
~ P(0,q0=1i,X)

P(O,N)
= P(qo = 1O, \)

= 0(%)

is the reestimation equation for ;.

4.3.5 Reestimation formula for the transition probabilities, p;;

The second term in equation (4.3.15) can be re-written as:

T N N T
Z <Z 1npfh|qt—1> O Q|)\ Zzzlnp]h O Gi—1 = :jl)\,)
qeQ t=1 i=1 j=1 t=1

(4.3.18)
The left hand side of equation (4.3.18) can be expressed in this manner be-
cause for each time t, all transitions from ¢ to j are considered, and weighted
by the corresponding probability of the observation sequence. The right hand
side is equivalent to the joint marginal distribution for time ¢ — 1 and t.
The Lagrange Multiplier constructed, using the constraint Zj\le pji = 1
to maximise equation (4.3.18) is:

N N T
LA—ZZZIHPJM O y Qt— 1—Z Qt_]’)\ Z (ijh )

i=1 j=1 t=1 i=1
(4.3.19)

Y

Set the partial derivatives of L, to zero:
Zle P(O7 Gi—1 = i? qs = ]|)\/)
DPjli

Solve the above equation for pj;:

_ ZtT:1 P(O7Qt—1 =1,q = j’)‘/)
Pjli = Vi
DPjli

)—7%=0
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Use the constraint Ejvzl p;i = 1, to find ;:

T

1 , ;
;Z[P(O,th =i,q=1UN)+---+PO,q1 =1, = N[N)] =1
t=1

T N T

Vi = ZZP(OaQt—l =i,q = 1N) = ZP<qut—1 = i)

t=1 j=1 t=1

Thus,

23:1 PO, q-1=1,q = j\)
>t PO g1 = i[N)
YL PO,ga =i =, N)
S0 PO gy = ilX) P(N)
_ ZtT:1 PO, q-1=14,q = j,\)
23:1 PO,q-1=1,)N)
_ Z;f:l P(g1 =1,q = jlO,N)P(O,X)
ZtT:1 P(qi—1 =140, N)P(O, X)
IV IRIGY)
i1 Ve (D)

bji =

is the reestimation equation for the transition probabilities.

4.3.6 Reestimation formula for the emission probabilities, e;(Ot))

The third term in equation (4.3.15) can be re-written as:

Z(Zlneqt Ot) (0,q|X) = ZZlneZOt (0,q: = i|N) (4.3.20)

q€Q i=1 t=1

This is because for each time t, the probability of each state emitting O,
is considered, and weighted according to the probability of the observation
sequence, given that the current state being evaluated emitted O;.

A Lagrange Multiplier can be constructed, using the constraint Z]szl er(vg) =
1, to maximise equation (4.3.20).

Ly = ZZlneZ (0)P(O, q =i|\) Z (Z ei(v ) (4.3.21)

i=1 t=1 =1

32



Set the partial derivatives of L to zero:

OLp >y PO, qr = i|N)00,0, .
de;(vy) ei(vk) ’
Kronecker’s delta function is needed because only those symbols equal to vy

in the observation sequence contribute to the k' probability value.
Solve the above equation for e;(vy):

ZT: P(O,q = ilN)60, 0,

ei(vg) =
—1 Vi

Use the constraint, 224:1 er(vg) = 1, to determine ~;:

T

1 ) .
; Z[P(Oa qt = Z’X)(SOMH T+t P(Oa qt = Z‘)‘/)éot,vM] =1
tog=1
1 T
t=1
T
Vi = ZP(O:% = i)
t=1

Hence,

_ S PO g = ilN)d0,u,

Y PO, g =ilX)
_ Z?:l PO, q =1, X)(SOt,vk

Sr P(O,q, = i|X)P(N)
3L Plg = |0, N)P(O, N)éo, .,
YT Pl =10, N)P(O,N)
S (@00

>y (0)

is the reestimation equation for the emission probabilities.
The steps of the Baum-Welch algorithm are summarised below [11]:

ei(vg)

S Vg S10Y)
T S )
33
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_ Zz:lgt(j)é,ot’% (4.3.24)
> i1 ()

Define the current model to be N = (A, B',7") and use this to calcu-
late the RHS of equations (4.3.22) - (4.3.24). Then define the reestimated
model to be A = (A, B,7), as determined by the LHS of equations (4.3.22) -
(4.3.24) [11].

It has been proven by Baum and Welch that either [11]:

&;(vr)

e the initial model, X, is a critical point of the likelihood function, hence
A= N

or

e the new model, )\, is more likely than model X, i.e., it makes P(O|X) >
P(O|X). Essentially, a new model A has been determined from which
the observation sequence is more likely to have been generated.

In the second situation, X is set to A, and the reestimation calculation is
repeated until some limiting point is attained. This reestimation procedure
produces the Maximum Likelihood estimate of the HMM [11].

Typically, the optimization surface is very complex and has several local
maximums. The one that is reached depends strongly upon the initial values
of the parameters. Since, these parameters are converging in a continuous-
valued space, they will never reach the maximum. As a result, it is necessary
to set a convergence criterion. This criterion, usually, is to stop when the
change in total log-likelihood is sufficiently small [4].

4.4 Recovering the hidden state sequence from an ob-
servation sequence.

In the case described in Fig (4.1.1), it is no longer possible to tell what state
the system is in from the observation sequence. Often, uncovering the hidden
state sequence is of interest because it is not directly observable. Conversely,
for Markov Processes it always known from which state a given observation
was emitted, i.e., there is a one-to-one correspondence between state and
observation.

An exact solution is difficult to find for this problem because there is no
clear-cut definition of the “optimal” or “best” state sequence, i.e., there are
a variety of different methods used to determine the state path that most
likely generated the observation sequence. For example, the state path that
best describes what is observed can be found by choosing the most likely
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state for each observation in the sequence, or by uncovering the single best
state sequence. The optimality criterion chosen depends on the context of
the HMM and what it is being used to investigate. Finding the most likely
state for each observation in the sequence might be useful when the state
assigned at a particular time t, is of interest. In the area of secondary struc-
ture prediction uncovering the single best state sequence is more appropriate
because of the dependencies between secondary structures, which would not
be captured by just focusing on the most likely state for a given time step.

Consider the first optimality criterion mentioned: choosing the most prob-
able state for each observation in the sequence, or equivalently the probability
that observation O, was emitted by state k, given an observation sequence
O, i.e., P(q; = k|O, \) [11]. This probability is known as the posterior state
probability, and can be expressed in terms of the the forwards and backwards
variables, as shown by the following [11]:

e Firstly, calculate the probability of generating the whole observed se-
quence with the ¢t symbol being emitted by state k [9, 4].

e,
S

1 Or,q0 = k|\)

O1+-0i0¢y1+++Op,qs = k|>‘)

O1-+-04,qe = kp‘)P(OtJrl : "OT101 O =k, A)
10 qe = kINP(Opy - Oplg =k, A) - (4.4.1)

|
|

[y

Il
e

(
(
(
(

|
e,
S

e The two terms in this expression can be identified as the forwards f;(k)
and backwards b (k) variables respectively; the calculation of which was
described in the section (4.1) [9, 4]. The posterior state probability can
now be written as

(k) = Pl(q=Fk|O,X\)
P(O[))
fi(k)bi(k)

o (4.4.2)

where P(O|)) can be calculated by the forwards (or backwards) algo-
rithm.

Now, (k) can be used to solve for the individually most likely state ¢, at
time t, i.e., the “optimal” state path will consist of the states that maximised
v at each time step t:

¢r = arg max[y (k)]
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The above method is known as Posterior Decoding. In some circumstances,
there can be problems with the state sequence produced by this method. For
example, in the case where an HMM has state transitions which have zero
probability (p;; = 0 for some i and j), then the “optimal” state sequence
produced by this method may not even be a valid sequence; impossible state
transitions may be introduced into the “optimal” state path. This is be-
cause equation (4.4.2) finds the most probable state at time step t, without
considering the surrounding states [11].

A possible solution to this problem is to alter the Posterior Decoding
method, so that the most likely pairs of states (q;, g:y1) or triplet of states
(Gts Gi+1, qev2) could be recovered. Thus, developing optimality criteria that
take into account neighbouring states. These criteria may be suitable in some
situations, but the most commonly used criterion is to find the single best
state sequence [11].

An exhaustive search for the single most likely state sequence involves
listing all possible sequences of hidden states, and calculating the probability
of the observed sequence for each path of states. The combination of hidden
states that maximises P(observed sequence|hidden state combination) is
the most probable path of underlying states. Illustrated in Fig (4.1.1) is
this exhaustive search for a solution to the decoding problem [19]. For the
observation sequence depicted in Fig(4.1.1), the most probable sequence of
hidden states is the sequence that maximises [19]:

P(A, C, G|heliz, helix, helix), P(A, C, G|heliz, helix, sheet),
P(A, C, G|heliz, helix, coil), ---, P(A, C, G|coil, coil, coil).

Direct evaluation of each of these probabilities is possible, but computation-
ally costly. The necessity of examining every route in the trellis is avoided by
again exploiting recursion. A dynamic programming method exists for find-
ing the most probable sequence of hidden states, and is called the Viterbi
algorithm. Unlike the optimality criteria described above, the viterbi algo-
rithm does not absent-mindedly accept the most probable state for a given
time step, but considers the entire sequence before a state is selected. Hence,
if any “rare” events occur throughout the sequence, this will not greatly influ-
ence the path obtained, just as long as the whole context of what is observed
is reasonable [19].

In order to determine the state sequence, () = ¢1qs---qr, which best
describes a specific observation sequence, O = 0105 - - - O, the partial best
path, &;(7), and back pointer, ¢,(i), need to be defined [11]:

0(1) = max Plquqa---qr =1, 0105---Op|)\)

91,92, ,qt—1
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and

¥ui) = arg max [0,(1)py;]

i.e.; §;(¢) is probability of the single most probable path to state i. The
back pointers, (i), record the individual states from which this best path
is composed [19]. The Viterbi Algorithm, which is used to find the best state
sequence, is implemented by the following steps [11]:

1. Initialisation:
51(2) = ’/Tiei(Ol), 1 S 1 S N

2. Recursion:

&(j) = lrgi%[&fl(i)pm]; 2<t<T,1<j<N

Yu(j) = arg lrgi%[%l(i)puj]; 2<t<T,1<j<N

3. Termination:
P* = max [07(1)]

1<i<N

qp = arg @%[%(Z)]

4. Recovering the optimal state sequence - Backtracking:
G =g y), t=T—1,T—2,--- 1

Step 1: Calculation of §’s and ¢’s at t =1

The partial probability, d,(j), denotes the probability of the most probable
hidden state path to the current position in the sequence. At t = 1 the
most probable route to a state does not exist. Consequently, the algorithm
is initialised by taking the product of the initial state probabilities with the
associated observation probabilities. Notice that the forwards algorithm was
initialised in exactly the same manner [19].
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Step 2: Calculation of d’s and ¢’s at ¢t > 1

Fig (4.2.1) illustrates the calculation of the most probable path to state
sheet, at time t. The best path to sheet will have to pass through one of
the states helix, sheet or coil at time ¢ — 1. Accordingly, the most probable
path to state sheet will be a path ending in either (---, --- | helix, sheet),
(+-+, «+-, sheet, sheet) or (---, .-+, coil, sheet), that has the highest
probability. The probability of the state sheet occurring after a sequence of
states depends only on the previous state because of the Markov Property.
For example, the most probable path ending (---, -+, heliz, sheet) will be
the most probable state path to helix, followed by a transition to sheet [19].
Consequently, the probability of this path is:

P(most probable path to helixz at time t —1)pg g P(observation at time t|E),

where E and H denote a sheet and a helix respectively. Hence, the probability
of the most likely path to sheet at time t is

P(E at time t) = max[P(i at time t — 1)pg u]| P(observation at time t|E),

where the two terms being maximised in this expression are given by &;_1 (1)
and the transition probabilities respectively [19]. The third term is just the
emission probability. Thus, the above expression can be re-written as:

(i) = 1%%}1(\7[5t—1(j)pj\i]ei(0t)
i.e, the probability of the partial best path to a state i, at time t, where the
observation Oy is seen [19].

Back Pointers

At each intermediate and end state in Fig (3.0.2), the partial probability
0¢(7) is known. Back pointers are also recorded at each of these positions in
the trellis. Each pointer records the state at the previous time step, which
optimally provoked the current state. These pointers are written as:

(i) = arg lr;%[ém(j)pzu],

where the argmax operator chooses the state j that maximises this expression.
The emission probabilities are not involved in this expression because these
1’s are employed to answer the question: ”If I am at this position, by what
path is it most likely that I arrived?” This question refers to the hidden
states, and as a result the emission probabilities due to the observations, are
superfluous [19].
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Step 3: Termination

Once the algorithm reaches the states at time ¢t = T, the §’s calculated at
this position are the probabilities of following the most probable path to
those states. Finding the maximum of the N §’s at position ¢ = T, provides
the joint probability of the observation sequence and the single best path of
hidden states, P*. The state which produced P* is also recorded, g, and
the single best path of hidden states is recovered by backtracking [19]:

Q::Tbtﬂ(qfﬂ), t=T-1,7T-2,---,1

Summary

Given a specific HMM, the Viterbi algorithm is used to find the most likely
sequence of hidden states that best describes the sequence of observed states.
The Viterbi algorithm uses recursion to avoid the necessity for examining
every path through the trellis in Fig (4.1.1). Back pointers are kept for each
state at ¢t > 1, and a partial probability ¢ is also stored with each state. At
the last time step T, the 0 ’s stored by the last states, are the probabilities
of following the best (most likely) path to that state. The largest of these
probabilities is chosen, and its corresponding state recorded. The optimal
route implied by the back pointers associated with this state, provides the
best solution to the problem.

5 Methods

5.1 Data Selection and Gold Standard Secondary Struc-
ture Assignment

2374 sequences were selected from the Protein Data Bank Select list*. Se-
quences not included in this dataset are:

e those less than 30 residues in length
e sequences which share more than 25% sequence homology

e that have a resolution greater than 3.0 Angstrom

This second selection criterion ensures that the dataset is composed of unre-
lated sequences, which should help the model generalise to data other than
the training sequences.

iThe Protein Data Bank select list can be viewed at http://bioinfo.tg.fh-
giessen.de/pdbselect/

39



The Protein Data Bank (PDB) Select list is a list of protein chains that
is representative of those currently available from the Protein Data Bank®.

The secondary structure assignment of a protein needs to be known in
order to train and test secondary structure prediction methods. A major con-
cern with this is, that secondary structure is assigned to experimentally de-
termined protein structures subjectively by x-ray crystallographers or NMR
spectroscopists. These assignments can be incorrect or incomplete; however,
the majority of the individual amino acids in the PDB have been assigned
to a secondary structural state on the basis of careful visual examination
and/or application of certain published and objective criteria [5]. Determin-
ing the major part of a-helices and (-sheets is straight-forward, but precise
specification of secondary structure ends, and the correct handling of various
experimental errors is difficult [5]. For many practical purposes, such as, the
development of secondary structure prediction methods or the engineering
of protein structures, deducing the precise location of secondary structural
elements is essential [5].

To address this problem algorithms have been developed that provide ob-
jective and consistent definitions of secondary structures. These algorithms
typically assign secondary structure based on atomic coordinates, obtained
from Protein Data Bank files, and each algorithm assigns secondary struc-
ture based on different criteria. Consequently, they do not agree on the
secondary structure type of all residues in a protein. For example, the DSSP
and STRIDE algorithms. The DSSP algorithm assigns secondary structure
elements according to characteristic hydrogen-bond patterns [8]. STRIDE [5]
is an algorithm related to DSSP, that makes similar use of hydrogen bond
patterns to what is done by DSSP, but also takes into account torsion angles.
DSSP and STRIDE are two of the most widely used methods for assigning
secondary structure from atomic coordinates, and only agree on the sec-
ondary structure type of 95% of residues. Therefore, assigning a secondary
structure type to an amino acid is not precise, whether the assignment is a
result of a prediction or from a known structure [3].

For each polypeptide chain in the dataset, the Gold Standard secondary
structure assignment of each residue was obtained from the DSSP database.

3-State HMM of Protein Structure

The 3-State HMM is illustrated in Fig (3.0.2). It is based on the weak
preference certain amino acids have either for or against being in a particular
secondary structure.

®The web address of the Protein Data Bank is http://www.rcsb.org/pdb/
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For the 3-state HMM, all the hidden paths are known for every train-
ing sequence, therefore, parameter estimation simply involved counting the
number of times a sequence starts in a certain state, and counting the num-
ber of transitions and emissions that occurred in the dataset. Pseudocounts
were required to estimate 7 for the 3 state HMM. The observation at posi-
tion one, for every sequence in the dataset, was emitted by a coil state. A
Laplace pseudocount of 1 was added to my and 7 [4]. Pseudocounts were
not needed to estimate A and E, as all possible transitions and emissions
were observed in the training set.

21-State HMM of Protein Structure

The 21-state HMM incorporates specific features of protein secondary struc-
tures, unlike the basic 3-state model, which is based on preferences certain
amino acids have either for or against being in a particular structure. It has
the basic layout of a 3-state HMM, but now each of the 3 states correspond
to a specific Markov Chain (MC). Each MC is tailored to capture specific
properties associated with a particular secondary structure. The complete
model is composed of an a-helix and 3-sheet model, joined by a coil model.

a-Helix Model

a-helices are commonly situated along the outside of a protein, with one side
exposed to the solution, and the other side buried within the interior of a
protein. A turn of an a-helix consists of 3.6 residues, consequently there is
a tendency for side chains to change from hydrophobic to hydrophilic with a
periodicity of three to four residues [2]. This is a well-characterised sequence
motif in a-helices, and is known as the amphiphilic motif. This feature will
be the basis of the a-helical MC. Fig (5.1.1) displays the State Transition
diagram for the a-helical MC.

(-Sheet and Coil Models

There is no prominent motif characterising (-strands. However, two weak
patterns in side chain hydrophobicity class are evident. These patterns de-
pend upon the location of the strand within the protein structure.

e Pattern 1: An alteration between hydrophobic and polar states. This is
indicative of a 3-strand located on the surface of a protein, with one side
of the strand facing the solvent, and the other facing the hydrophobic
core of the protein.
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H1 —————= HZ

He

<:> Polar Preference

Hydrophobic
Preference

Figure 5.1.1: Shown is a MC, which attempts to capture the amphiphilic
nature of a-helices. The states H5 and H6 help to better model the turn of
an helix. States with an hydrophobic preference favour the amino acids: A,
V, L, I, F, P and M. States with polar preference favour the amino acids: S,
T,N,Q H, D, E, K, R, C, W, Gand Y.
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e Pattern 2: Long stretches of hydrophobic residues. Observed in (-
strands that are buried within the core of a protein.

The State Transition diagram of the S-Sheet model is displayed in Fig (5.1.2)

(o)

<:> Polar Preference

Hydrophobic
Preference

Figure 5.1.2: Depicts a MC based on pattern 1 and 2. Pattern 1 is modelled
by alternating between states B1 and B2. Pattern 2 is modelled by the
transition of B4 to itself.

Coil regions are an irregular shape and vary greatly in length, and con-
sequently, are difficult to characterise. The MC modelling this region is very
general, and mainly captures the variable lengths of these regions.

5.1.1 Complete Model
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Figure 5.1.3: 21-state Hidden Markov Model.
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Depicted in Fig(5.1.3) is the full model for protein secondary structure.
The Markov Chains for a-helices and (-stands are based on certain hydropho-
bicity patterns observed in these structures. The states H7 and B5 were in-
corporated into the model, to allow for those a-helices and (3-sheets that are
not modelled well by their corresponding MCs. These states show no bias for
polar or hydrophobic amino acids. Transitions are allowed between all states
of the helical MC and state H7, and similarly for the strand MC and state
B5. The states H8, H9, B6 and B7 model the ends of their corresponding
secondary structures.

For the dataset comprising of 2374 sequences, the underlying hidden state
path is unknown for each sequence. Consequently the Baum-Welch algorithm
is required to estimate the model parameters, \.

For the 21-state HMM depicted in Fig (5.1.3) the Baum-Welch algorithm
is initialised with the following parameter estimates:

e Initial transition probabilities are set to %, with K; the number of out-
going transitions from statei € {H1,--- ,H9,C1,--- ,C5,B1,--- | BT},
i.e., the number of arrows protruding from state i in Fig (5.1.3) [12].

e For the collection of states comprising each of the helix, sheet and coil
models, the initial emission distributions are set to those obtained from
each of the corresponding states in the 3-state model. Emission proba-
bilities are manually modified to favour the appearance of polar amino
acids and penalise the emission of hydrophobic amino acids in polar
preferring states (and vice-versa for hydrophobic preferring states) [12].
For hydrophobic states a bias of 0.004 was added to the hydrophobic
amino acids, and a penalty of 0.004 x 0.5 subtracted from the polar
amino acids. For polar states a bias of 0.004 x 0.5 was added to the po-
lar amino acids, and a penalty of 0.004 subtracted from the hydrophobic
amino acids. No such bias was introduced into other states.

5.2 Calculating Prediction Accuracy Measures

Define the elements of the prediction accuracy matrix, M, to be, m,;, the
number of residues observed in state i and predicted to be in state j, where
iand j € {H = helix, E = extended f-strand, C = coil}. This matrix
is used to calculate the following measures of prediction accuracy °:

5The prediction accuracy matrix was obtained from [16]
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1. The number of residues observed in state i is:
3
OBSZ = Zmij; j < {H,E, C}
j=1
i.e., the sum of the elements in row i of the prediction accuracy matrix.
2. The total number of residues predicted to be state j is:
3
PRD; =Y my; i € {H,E,C}
i=1

i.e., the sum of the elements in column j of the prediction accuracy
matrix.

3. Total number of residues in the dataset is:
ZOBS = ZPRD ZZ%
=1 j=1
i.e., the sum of all the elements within the prediction accuracy matrix.

4. ()3, also known as the three state prediction accuracy, is calculated
using M as follows:

Q3 =

i=j=1

i.e., the sum of the diagonal values in M divided by the total number
of residues in the dataset.

The model’s prediction accuracy for a specific state (secondary structure) is
assessed by two measures, Q?’OBS and Q%P RD. Q%OBS is the percentage of
observed residues correctly predicted to be in state i € { H, E, C }, and
Q%P RD 5 the percentage of predicted residues that match an observed state
i. These measures are calculated using the prediction accuracy matrix, M:

o QFOBS =100 x L

If + = H, then QZ%OBS can be interpreted as the percentage of DSSP
assigned helix residues that were correctly predicted.

o QVPRP =100 x g

Ifi = F, then QZ%P RD can be interpreted as the percentage of predicted
helix residues that match the DSSP assignment of helix residues.
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5.3 4-fold cross-validation experiment

A 4-fold cross-validation experiment was use to evaluate the 21-State and 3-
State HMMSs. This experiment involves partitioning the the 2374 sequences
into four non-overlapping folds. Each of the four experiments, uses 3 folds
for training the model and one fold for testing. Below is a figure illustrating
the 4-fold cross-validation experiment.

Total Number of
Examples

Experiment 1

Experiment 2

Experiment 3

Experiment 4

Test Examples

Figure 5.3.1: Shown is the 4 partitions of the dataset, and the 4-experiments
involved in the 4-fold cross validation process [13].

An advantage of this method is that it is less dependent on how the
data gets divided into training and test sets. This is because every sequence
in the dataset gets to be in a test set exactly once, and gets to be in a
training set 3 (K-1) times. The main aim of the procedure is to avoid any
bias being introduced into the evaluation procedure, by not relying on any
one particular division of the data into test and training sets [13]. For each
experiment, both the training and test sets are composed of 32% a-helix,
21% [-strand and 47% coil. The prediction accuracy is estimated by the
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average number of misclassifications on test examples:

where Ej; is the ()3, Q;%OBS or Q?’P ED for the i*" fold in the experiment. The
most commonly used measure of secondary structure prediction accuracy is
Q3. Q3 is the percentage residues correctly classified by the model.

6 Results

The simplest model for the three class prediction is an HMM with three
state, each state corresponding to a specific secondary structure. This model
has a limited prediction performance because the model has too few para-
meters. Consequently, the model is not flexible enough to match the DSSP
assignment of the underlying secondary structure.

The 3-State model assigns 48.3% of residues correctly when compared
to DSSP secondary structure assignment. Surprisingly, the )3 value for the
21-State model is just 47.3%. A Q3 of 47.3% for the 21-state model is not
even close to the accuracy of 65% achieved by the same model in [12]. A
valid comparison of the latter ()3 values cannot be made because different
datasets were used to evaluate the model, and [12] used STRIDE, instead of
DSSP, as their gold standard secondary assignment. In spite of not achieving
a (3 comparable to the value attained in [12], the 21-state model was still
expected to out-perform the 3-state model.

The poor performance of the 21-state model may be due to overfitting the
model, but this seems unlikely, as there were approximately 487 observations
per model parameter present in each cross-validation experiment. Another
possibility could be the model’s inability to predict many a-helices and its
over prediction of J-sheet residues. ()3 tends to reward the over prediction
of the more common secondary structures (a-helices and coils). The most
likely explanation for the poor performance of the 21-state model is an error
in program written to train the model and recover the hidden process’. The
results of the 4-fold cross-validation experiment are given in Table 1:

The best methods to date are PSIPRED [7] and SSpro [14]. These meth-
ods are based on neural networks, and achieve Q3 accuracies of 77.0% and
77.6%.

"The  source code for  this program can be  obtained  from
http://members.optusnet.com.au/hansol99/dssp/
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Accuracy Measure | 3-state | 21-state
Q3 48.33 | 47.30
QFOBS 85.97 | 19.14
QROBS 3.37 | 56.76
QLOBS 42.02 | 62.62
QRITD 41.62 | 57.83
QREPRD 37.52 | 30.84
QLFPED 63.53 | 57.24

Table 1: Cross-Validation results for the 3-state and 21-state models.

6.0.1 Issues with Prediction Accuracy Measures

(23 quantifies how accurately each amino acid in the sequence is assigned to a
secondary structure. It is a measure that focuses on how well single residues
are predicted, instead of how well secondary structure elements/segments
are predicted. A measure that performed the latter, would better reflect
3D protein structure. A typical dataset is composed of roughly 30% a-
helix residues, 20% [-sheet residues and 50% coil residues. Hence, given
the relative frequencies of secondary structures in a dataset, it is possible to
achieve a 3 of about 50% just by predicting everything to be a coil [15].

An alternative to the (3 is segment overlap (SOV). SOV attempts to
measure the precision with which a method predicts each secondary struc-
ture type. This measure factors in the starting and ending positions of each
secondary structure element, and the length of each structure. To illus-
trate SOV, assume a certain method predicted all a-helix in a sequence that
contained two a-helices, and a short coil linking them. The Q)3 score, for
this sequence, just penalises the incorrect prediction of the residues in the
coil. SOV, on the other hand, would penalise for missing the correct ending
position of the first helix, and the correct starting position of the second
sequence [15].

Most of the current secondary structure prediction methods classify each
residue in a protein to be contained in one of three structures; helix, strand
or loop. This classification does not reflect all the secondary structures that
are observed in proteins. For example, there are different type of helices
and strands, i.e., a 7 helix and a 3;¢ helix would be presumed correctly
predicted if the method classified them into the a-helix state. Indicating that
the majority of methods are predicting a simplification of protein secondary
structure, and are unable to discriminate between different conformations of
each secondary structure [17].
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7 Extensions and Possible Improvements

Inherent limitations of this type of model applied to secondary structure
prediction problem are:

1. The assumption that successive observations (amino acid sequence) are
independent after conditioning on a particular state, and therefore, the
probability of a sequence of observations P(O|\) can be written as a
product of the probabilities of individual observations, i.e., P(O|\) =

[[i=1 P(Oilai, A).-

2. The geometric length distribution implied by HMMs. This is a result
of modelling the dependencies between hidden states as a 1% order
Markov Process. As was shown in section (2.1), the time spent in any
one state of the model is geometrically distributed.

3. Markov assumption, i.e., the probabilities of being in a given state at
time t, only depends on the state at time t — 1. This is clearly in-
appropriate for protein secondary structures, which interact to form
simple motifs, such as, the § — a — 3 motif, Greek key motif, hairpin
B-motif and helix-turn-helix motif [2]. These simple motifs combine to
form more complex motifs (i.e., 4-helix bundles), which are the founda-
tion for protein domain construction. Motifs that are adjacent in the
amino acid sequence are typically adjacent in the three-dimensional
structure [2].

Another interaction in proteins that cannot be easily modelled by
HMDMs is correlations between amino acid distributions in positions
that are widely separated in the primary sequence, but close in 3D
structure [18].

However, in spite of these short-comings, HMMs can provide predictions of
simplified aspects of protein structure. These aspects are often the first step
in gaining some insight into the structure and function of a protein [12].
HMDMs have been more successfully applied to multiple sequence alignment.

Functional biological sequences usually occur in families. Many of the
most powerful sequence analysis methods are based on identifying the rela-
tionship an individual sequence has with a sequence family. HMMs, know as
profile HMMs, can be designed to identify conserved features in the multiple
alignment of homologous sequences or a family of sequences. The identifica-
tion of conserved amino acids at specific positions within a family of proteins,
can then be used to search databases for other sequences belonging to the
family [4]. Deducing that a sequence belongs to a family of proteins with
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a known structure and function, allows inferences about its structure and
function to be made [2].

Protein structures are conserved more than amino acid sequences during
evolution. Thus, different sequences can have the same structure. Consensus
sequences for particular protein families, are derived from multiple sequence
alignments [12]. Training an HMM on a set of consensus sequences, improves
the accuracy of secondary structure predictions for individual proteins by as
much as 5-7% [12]. [12] integrated information from homologous sequences
into the 21-state model, and the percentage of correct predictions, ()3, in-
creased from 65% to 72%. The most accurate methods to date include infor-
mation from multiple sequence alignments, to improve model performance.

An Hidden Semi-Markov Model (HSMM) is an extension of HMMs, which
allows each hidden state in the model to emit a variable length sequence of
observations; instead of a single observation. HSMMs allow dependencies
within a particular segment to be modelled [18]. The following is a brief
introduction, to the construction of an HSMM for secondary structure pre-
diction and is based on [18].

Let R = (Ry, Ra, -+, R,) be a sequence of n amino acid residues. De-
fine S = {i : struct(R;) # struct(R;+1)} to be a sequence of m posi-
tions denoting the end of each structural segment. T = (13,715, - ,T),)
is the secondary structure type for each respective segment, where each
T, € {H = helizr, E = [ — sheet, C = coil}. Together m, S and
T completely determine a secondary structure assignment for a given amino
acid sequence.

Then define the joint probability distribution, P(R, m,S,T), for an amino
acid sequence and its secondary structure assignment. By the multiplication
rule:

P(R,m,S,T) = P(R|m,S,T)P(m,S,T) (7.0.1)

Inter-segment residues are assumed to be independent, so that the sequence
likelihood, equation (7.0.1), can be written as a product of the segment like-
lihoods:

P(Rm,S.T) = [[ P(Ris,_,+1:5,|5.T) (7.0.2)
j=1
The j* term on the right hand side of equation (7.0.2), is the likelihood of the
subsequence of R beginning at position S;_; + 1 and ending at position 5,
i.e., the amino acids in segment j. Again by application of the multiplication
rule:

P(m,S,T) = P(m)P(S,T|m) (7.0.3)

o1



It is convenient to factor P(S,T|m) as a Markov Process because each seg-
ment type would then only depend on its nearest neighbour. This enables
equation (7.0.3) to be written as:

P(m, 5,T) = p(m) [ | P(T3|Tj-1) P(S,1;-1.T)) (7.0.4)

Jj=1

The last term in equation (7.0.4) allows the differing length distributions of
each segment type in the PDB to be explicitly modelled. P(m) is chosen to
be improper uniform. The segment likelihoods in equation (7.0.2) allow non-
independence and nonidentity of amino acid distributions within segments
to be modelled. For example, the amphiphilic motif is integrated into the
helix model used in [18] by modelling dependencies between the residues at
the 7,2 — 2,1 — 3,1 — 4 positions within an helix segment.

Again, it has been assumed that each segment type only depends upon
its nearest neighbour, and the validity of this assumption is discussed above.
However, it is seemingly straightforward to incorporate segment interaction
terms into the above model, i.e., replace the product of (1) and (2) above
with

P (S5, SklSj—1, Sk—1,Tj, Tie) P(R[s;_,4+1:5,]S;_1,5;.T},Ss—1,5. T )

The extension to 3 or more segments, to allow for, say, 4-helix bundle motifs
is obvious. Inclusion of such dependencies into the model makes it difficult
to compute the exact posterior distribution because the assumption that
residues in different segments are conditionally independent is no longer valid.
Consequently, Monte Carlo sampling-based methods are required to simulate
the posterior distribution under such models.

8 Conclusion

The application of HMM theory to the prediction of protein secondary struc-
ture is presented; I have firstly explained how to estimate the parameters of
an HMM, and how to use a fully specified model to recover an hidden state
sequence from an observation sequence. The theory and evaluation of HMMs
was then illustrated by the construction of a 3-State and 21-State HMM. A
computer program was developed to estimate the parameters of these models
from amino acid sequences downloaded from the Protein Data Bank. This
program was also used to examine how well the 3-State and 21-State models
predicted the underlying secondary structure of a set of test examples. Both
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of the models constructed performed poorly, compared to the accuracy levels
achieved by the models they were based upon.

The incorporation of sequence homology information and the possible
extension of HMMs to model nonlocal interactions in protein structures,
shows that, HMMs have great potential in the area of modelling biological
macromolecules [10]. This potential is yet to be realised.
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